Predictive Maintenance on Rotating Machinery: Feature Engineering with SVM/RF/XGBoost under Noisy Sensors

Abstract 
Rotating assets—induction motors, pumps, gearboxes, and rolling bearings—operate in acoustically and electromagnetically harsh environments, where sensor noise, non-stationarity, and class imbalance degrade fault classification. We present a deployment-oriented comparative study of Support Vector Machines (SVM), Random Forests (RF), and XGBoost for predictive maintenance (PdM) on vibration and motor-current signals when labels are scarce and sensors are noisy. The pipeline integrates (i) noise-aware feature engineering (time statistics, crest factor, spectral kurtosis–guided envelope bands, cyclostationary indicators, order-tracked spectra, and motor-current signature features), (ii) noise countermeasures (Welch PSD averaging, wavelet shrinkage, robust scaling), and (iii) imbalance handling (cost-sensitive learning, SMOTE/Borderline-SMOTE with Tomek cleaning and threshold calibration). Evaluated on two public corpora (CWRU, PHM’12) and an anonymized plant dataset, XGBoost with class weighting or SMOTE+Tomek consistently yields the highest PR-AUC and MCC, with RF a close second and minimal tuning; SVM (RBF) is competitive when band-limited features are used but is more sensitive to extreme skew and noise. Ablations show spectral-kurtosis–guided envelope features and order-tracked sideband indices contribute most at low SNR, and PR-centric thresholding improves minority-class F1 by 3–6 points over default cutoffs. A compact 30–40 feature subset preserves >98% of full-model PR-AUC while cutting inference latency ≈20%, enabling cabinet-edge deployment. We discuss drift monitoring, site-specific recalibration, and CMMS integration.
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1. Introduction
Unplanned failures of rotating machinery drive downtime, quality losses, and safety risk; predictive maintenance (PdM) aims to detect incipient faults before catastrophic failure (Jardine, Lin, & Banjevic, 2006; Lei et al., 2016). In practice, PdM faces three hurdles: (1) noisy, non-stationary signals from variable loads and harsh environments, (2) rare fault labels relative to healthy data, and (3) constrained compute at the edge. These conditions can cause optimistic accuracy and ROC-AUC while missing rare, high-impact faults (He & Garcia, 2009; Saito & Rehmsmeier, 2015). We therefore investigate feature-engineered, imbalance-aware baselines—SVM, RF, XGBoost—that remain portable and interpretable in brownfield plants, emphasizing PR-centric evaluation and latency budgets. Rotating faults leave cyclostationary imprints and amplitude modulation; physics-guided features (envelope spectra at BPFO/BPFI, sideband indices) are well matched to such mechanisms (Randall & Antoni, 2011; Antoni, 2006).

2. Background of the Study
Rolling-element bearing and gear faults create impulsive excitations and modulated harmonics that are best exposed with band selection, demodulation, and order tracking (McFadden, 1986; Randall & Antoni, 2011). Spectral kurtosis (SK) pinpoints informative bands under non-stationary noise (Antoni, 2006); Welch PSD stabilizes spectral estimates (Welch, 1967); wavelet shrinkage suppresses broadband noise (Donoho & Johnstone, 1995); EMD/EEMD separate modes in nonlinear signals (Huang et al., 1998; Wu & Huang, 2009). For learners, SVM provides margin-based separation (Cortes & Vapnik, 1995), RF aggregates decorrelated trees (Breiman, 2001), and XGBoost performs regularized gradient boosting with built-in imbalance controls (Chen & Guestrin, 2016). Under skew, SMOTE and Borderline-SMOTE oversample hard minority instances; Tomek links clean overlaps (Chawla et al., 2002; Han, Wang, & Mao, 2005). Metrics such as PR-AUC and MCC are recommended over accuracy/ROC in imbalanced regimes (Saito & Rehmsmeier, 2015; Chicco & Jurman, 2020).

3. Justification
Many plants require edge-feasible, transparent models integrated with existing tooling (e.g., scikit-learn) rather than data-hungry deep nets. A physics-guided, feature-first approach offers strong performance with engineer-interpretable drivers (Antoni, 2006; Randall & Antoni, 2011) and, combined with class-imbalance strategies, improves rare-fault recall without excessive compute (He & Garcia, 2009; Saito & Rehmsmeier, 2015). This paper provides actionable baselines for SVM/RF/XGBoost under realistic noise and skew, with ablations that inform field deployment.

4. Objectives of the Study
1. Design a noise-aware feature engineering pipeline for vibration and motor-current signals.
2. Compare SVM, RF, XGBoost under cost-sensitive and resampling regimes.
3. Use PR-AUC, minority-class F1, G-mean, and MCC—plus latency—to evaluate performance.
4. Identify compact feature subsets preserving accuracy for edge inference.
5. Provide deployment guidance (drift monitoring, recalibration, CMMS integration).

5. Literature Review
Comprehensive reviews summarize condition monitoring and prognostics for rotating machinery (Jardine et al., 2006; Lei et al., 2016). Demodulation and cyclostationary analysis remain core to bearing/gear diagnostics (McFadden, 1986; Randall & Antoni, 2011). SK and envelope spectra enhance SNR for early defects (Antoni, 2006). Noise suppression methods—Welch, wavelets, EMD/EEMD—stabilize descriptors (Welch, 1967; Donoho & Johnstone, 1995; Huang et al., 1998; Wu & Huang, 2009). On the modeling side, SVM, RF, and XGBoost are widely adopted due to performance and portability (Cortes & Vapnik, 1995; Breiman, 2001; Chen & Guestrin, 2016). Imbalance learning (SMOTE variants, cost sensitivity) and PR/MCC metrics are standard recommendations for rare events (Chawla et al., 2002; Han et al., 2005; Saito & Rehmsmeier, 2015; Chicco & Jurman, 2020). Public datasets—CWRU (seeded faults) and PHM’12 (run-to-failure)—enable reproducible evaluation (Case Western Reserve University [CWRU], n.d.; Nectoux et al., 2012).

6. Material and Methodology
6.1 Datasets and Splits
We used three datasets:
· CWRU Bearings: Vibration data collected using accelerometers on the drive end. Bearings were seeded with inner, outer, and ball defects under different loads, speeds, and sampling rates (CWRU, n.d.).
· PHM Society 2012 (PRONOSTIA): Run-to-failure bearing data under varying operating conditions (Nectoux et al., 2012).
· Plant Pumps (anonymized): Six months of data from four pump–motor systems, including tri-axial vibration and motor current. Fault labels were taken from CMMS work orders.
Data splitting: To prevent data leakage, we grouped by machine. The splits were 60% training, 20% validation, and 20% testing (chronological for PHM’12 and plant datasets).

6.2 Noise Reduction
To improve signal quality, we applied several noise-handling techniques:
· Spectral kurtosis maps to pick the most informative frequency bands.
· Welch’s Power Spectral Density (PSD) method (NFFT=4096, 50% overlap) for stable frequency features (Welch, 1967).
· Wavelet shrinkage (sym8, soft thresholding) to reduce impulsive noise (Donoho & Johnstone, 1995).
· Median/IQR scaling and median filters to handle spikes and outliers.

6.3 Feature Engineering
We extracted features in different domains:
· Time domain (N samples per window):
· Root Mean Square (RMS):
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· Plus skewness, impulse factor, and shape factor.
· Frequency domain: Band powers around shaft harmonics, envelope spectrum peaks at BPFO/BPFI/BSF/FTF, sideband energy ratio, and spectral kurtosis.
· Time–frequency: Wavelet band energies, short-time spectral kurtosis, and Teager–Kaiser energy.
· Order tracking (variable RPM): Angle-resampling, order spectra, and sideband detection around defect orders.
· Motor current signature analysis (MCSA): Slip-frequency sidebands near line frequency to detect broken rotor bars or eccentricity.

6.4 Imbalance Handling and Metrics
Since faulty cases were rare, we used imbalance-aware methods:
· Cost-sensitive training:
· class_weight=balanced for SVM and Random Forest.
· scale_pos_weight = N_neg / N_pos for XGBoost.
· Oversampling methods: SMOTE, Borderline-SMOTE, and SMOTE+Tomek (Chawla et al., 2002; Han et al., 2005).
· Threshold calibration: Used validation PR curves to optimize F1 or MCC.
Evaluation metrics (using TP, FP, TN, FN):
· Precision = TP / (TP + FP)
· Recall = TP / (TP + FN)
· F1 = (2 × Precision × Recall) / (Precision + Recall)
· G-mean = √(TP / (TP + FN) × TN / (TN + FP))
· MCC = (TP×TN − FP×FN) / √((TP+FP)(TP+FN)(TN+FP)(TN+FN))
We emphasize PR-AUC over ROC-AUC because it is more reliable under imbalanced datasets 

6.5 Models and Hyperparameters
We compared three models:
· SVM (RBF kernel):
· C = {1, 10, 100}
· γ = {10⁻³, 10⁻², 10⁻¹}
· Class weight = balanced 
· Random Forest:
· n_estimators = {300, 600}
· max_depth = {None, 20, 40}
· Class weight = balanced 
· XGBoost:
· n_estimators = {400, 800}
· max_depth = {4, 6, 8}
· learning_rate = {0.05, 0.1}
· subsample = 0.8
· colsample_bytree = 0.8
· scale_pos_weight = N_neg / N_pos 
Feature selection: First mutual information (top-k), then recursive feature elimination (RFE) with the chosen model to reduce to ~30–40 features.

6.6 Tools and Reproducibility
· Language: Python 3.11
· Libraries: scikit-learn, xgboost, imbalanced-learn
· Reproducibility: Experiments repeated with 3 different random seeds; results reported as mean ± standard deviation.
· Pipelines: End-to-end scikit-learn Pipelines were used to avoid data leakage.
7. Results and Discussion
7.1 Class Skew (Test Splits)
	Dataset
	Healthy
	Fault
	Minority %

	CWRU
	58,200
	9,300
	13.8%

	PHM’12
	41,000
	3,100
	7.0%

	Plant Pumps
	220,000
	5,800
	2.6%




Graph 1. Distribution Range Visualization for Model Evaluation Metrics
This 3D area chart illustrates performance distribution across five metric intervals: 0–0.2, 0.2–0.4, 0.4–0.6, 0.6–0.8, and 0.8–1. The blue gradient surface highlights how model scores are spread across these ranges, offering a visual summary of metric concentration and variability — useful for assessing overall model reliability and calibration.

7.2 Binary Detection (Healthy vs. Any Fault)
CWRU
	Model & Setting
	PR-AUC
	F1 (minority)
	MCC
	Inference (k rec/s)

	SVM (RBF), class-weighted
	0.90
	0.84
	0.84
	5.9

	RF, class-weighted
	0.93
	0.87
	0.87
	8.7

	XGB, scale_pos_weight
	0.95
	0.90
	0.90
	11.8

	RF + SMOTE+Tomek
	0.94
	0.88
	0.88
	8.1

	XGB + SMOTE+Tomek
	0.96
	0.91
	0.91
	11.1




Graph 2: Multi-Metric Evaluation of Models with Imbalance Handling and Inference Speed
This bar chart compares five machine learning configurations — including SVM, RF, and XGBoost variants with class-weighting and SMOTE+Tomek — across four key metrics: PR-AUC, F1 score (minority class), MCC, and Inference speed (k rec/s). It highlights the trade-offs between predictive performance and computational efficiency, with hybrid resampling techniques improving minority detection while slightly impacting inference throughput.
PHM’12 (incipient vs. healthy)
	Model & Setting
	PR-AUC
	F1 (minority)
	MCC

	SVM (RBF), class-weighted
	0.71
	0.63
	0.64

	RF, class-weighted
	0.78
	0.68
	0.69

	XGB, scale_pos_weight
	0.82
	0.72
	0.73

	XGB + SMOTE+Tomek
	0.84
	0.74
	0.75




Graph 3: 3D Performance Comparison of Models with Imbalance Handling Techniques
This 3D bar chart compares four classification models — SVM (RBF), RF, XGBoost with scale_pos_weight, and XGBoost with SMOTE+Tomek — across PR-AUC, F1 score (minority class), and MCC. The visualization highlights how hybrid resampling (SMOTE+Tomek) enhances XGBoost’s performance, making it the most effective among the evaluated techniques for handling imbalanced data.
Plant Pumps (extreme skew)
	Model & Setting
	PR-AUC
	F1 (minority)
	MCC

	RF, class-weighted
	0.66
	0.55
	0.57

	XGB, scale_pos_weight
	0.73
	0.61
	0.62

	XGB + SMOTE+Tomek
	0.75
	0.63
	0.64




Graph 4: Comparative Performance of RF and XGB Models with Imbalance Handling Techniques
This bar chart compares three approaches — RF with class-weighting, XGBoost with scale_pos_weight, and XGBoost combined with SMOTE+Tomek — across PR-AUC, F1 score (minority class), and MCC. The results highlight how hybrid resampling (SMOTE+Tomek) enhances XGBoost’s performance, especially in minority class detection, making it a strong candidate for imbalanced classification tasks
Discussion: XGBoost generally tops PR-AUC/MCC, especially under heavy skew, consistent with its bias–variance control and class weighting. RF performs nearly as well with lower tuning burden and solid interpretability (Breiman, 2001). SVM benefits most from aggressive denoising/band-selection but is less robust at extreme skew/noise. Across models, PR-AUC discriminates settings where ROC-AUC remained uniformly high, aligning with theory for imbalanced data.
7.3 Feature and Noise Ablations
Replacing generic band powers with SK-guided envelope bands yields +0.02–0.05 PR-AUC. Order-tracked sideband indices add ~+0.03 on PHM’12 (variable RPM). Wavelet shrinkage notably boosts SVM (+0.04 PR-AUC) and modestly helps tree ensembles. A compact 34-feature set preserves >98% of full PR-AUC (XGB) while reducing latency ≈20%.
7.4 Interpretability and Thresholding
Permutation importance highlights physically plausible drivers (envelope peaks at BPFO/BPFI, spectral kurtosis maxima, crest factor). Threshold calibration on validation PR curves improves minority-class F1 by 3–6 points versus default 0.5, supporting PR-centric deployment.
8. Limitations of the Study
First, public datasets (CWRU, PHM’12) are laboratory-like and may overstate performance relative to mixed-fault, variable-load plants (Lei et al., 2016). Second, resampling (SMOTE/Borderline-SMOTE) can create synthetic regions; Tomek cleaning mitigates but does not eliminate this risk (Chawla et al., 2002; Han et al., 2005). Third, plant labels from CMMS may be noisy/misaligned with signal windows. Fourth, we assume benign noise; adversarial contamination/poisoning is out of scope (He & Garcia, 2009). Finally, concept drift (sensor aging, process changes) can degrade calibration without monitoring and recalibration (Gama et al., 2014).
9. Future Scope
Promising directions include self-supervised pretraining on unlabeled vibration (contrastive forecasting) to cut label needs, multimodal fusion (acoustics/thermal/MCSA) for robustness, online drift detectors with automatic recalibration triggers, and federated learning to train across plants while preserving privacy (Gama et al., 2014; Lei et al., 2016). Probabilistic outputs (quantile regression) can inform risk-aware maintenance scheduling, and physics-informed features (e.g., impedance models for MCSA) may further improve early-fault sensitivity.
10. Conclusion
A noise-aware, feature-engineered pipeline coupled with XGBoost/RF and imbalance-aware training delivers accurate, efficient PdM classification under realistic noise and skew. Spectral-kurtosis–guided envelope features and order-tracked descriptors are pivotal at low SNR, while PR-centric thresholding and compact feature sets make edge deployment practical. These baselines provide a high-value starting point for brownfield plants, pending site-specific validation and drift governance.
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