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Abstract 
Industrial Internet of Things (IIoT) networks are attractive targets for reconnaissance, botnet enlistment, and protocol abuse. In practice, intrusion detection systems (IDS) must operate under severe class imbalance—malicious events are rare relative to normal traffic—making conventional accuracy/ROC metrics misleading and degrading rare-attack recall. This paper presents a comparative evaluation of three strong, widely deployable learners—Support Vector Machines (SVM), Random Forests (RF), and XGBoost—for IIoT intrusion detection on imbalanced data. We build a reproducible pipeline (scikit-learn/xgboost/imbalanced-learn) on two public IIoT-style corpora (CICIDS2017, TON_IoT), evaluate cost-sensitive learning, resampling (SMOTE, Borderline-SMOTE, SMOTE+Tomek), and threshold calibration, and report precision–recall area (PR-AUC), minority-class F1, G-mean, and MCC. Across both datasets, XGBoost with class weighting (scale_pos_weight) or SMOTE+Tomek delivers the best rare-attack detection (CICIDS2017 PR-AUC up to 0.85, minority F1 0.80), followed by Random Forests (PR-AUC 0.81), while SVMs are competitive only with careful kernel/γ tuning and often suffer under extreme skew. Ablations show PR-AUC is more faithful than ROC-AUC under imbalance; calibrated decision thresholds outperform default 0.5; and feature sparsification (mutual information + RFE) reduces inference latency with minimal loss. We discuss deployment guardrails—concept-drift monitoring, cost-sensitive rebalancing per site, and protocol-aware features for Modbus/IEC-104. Our findings suggest organizations can achieve robust, interpretable, and efficient IIoT IDS by pairing tree ensembles with imbalance-aware training and PR-centric evaluation, while retaining SVMs for compact, line-speed scenarios with moderate skew. 
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1. Introduction
IIoT deployments integrate sensors, PLCs, and gateway devices across factory floors and utilities, expanding the attack surface and raising the stakes for timely intrusion detection (Ferrag et al., 2020). Because malicious sessions are rare relative to benign telemetry, vanilla learners biased toward the majority class can mask failures on rare, high-impact attacks (He & Garcia, 2009; Saito & Rehmsmeier, 2015). We therefore compare three practical baselines—SVM, RF, and XGBoost—under imbalance-aware training and PR-centric evaluation on two public corpora representative of IIoT traffic (Sharafaldin et al., 2018; Moustafa, 2021). 


2. Background of the Study
Machine-learning IDS has progressed from KDD-era datasets to modern IIoT corpora with richer features and protocol diversity (Tavallaee et al., 2009; Ferrag et al., 2020). SVMs provide margin-based classification with kernels for nonlinearity (Cortes & Vapnik, 1995). Random Forests average decorrelated decision trees, improving variance and handling mixed data types (Breiman, 2001). XGBoost adds gradient-boosted trees with regularization and built-in imbalance controls (Chen & Guestrin, 2016). Class imbalance degrades rare-class recall and inflates ROC-AUC; mitigations include cost-sensitive learning, synthetic oversampling (SMOTE family), and hybrid resampling (Chawla et al., 2002; Han et al., 2005). Proper metrics (PR-AUC, MCC, G-mean) are recommended for skewed outcomes (Saito & Rehmsmeier, 2015; Chicco & Jurman, 2020). 

3. Justification
IIoT operators need deployable baselines with transparent behavior and modest compute, not only deep networks (Ferrag et al., 2020). SVM/RF/XGBoost remain the most commonly supported in production stacks (scikit-learn/SageMaker/Edge), but their performance under operational class imbalance is often under-reported. A head-to-head study with consistent preprocessing, resampling, and cost-weighting, evaluated by PR-centric metrics, gives actionable guidance for SOC teams and engineers (He & Garcia, 2009; Saito & Rehmsmeier, 2015). 
4. Objectives of the Study
1. Quantify the impact of cost-sensitive learning and resampling on SVM, RF, and XGBoost for IIoT IDS.
2. Evaluate models using PR-AUC, minority-class F1, MCC, and G-mean, alongside latency.
3. Analyze feature importance and sparsification for efficient edge inference.
4. Provide deployment guidance for imbalanced, drifting IIoT environments.

5. Literature Review
UNSW-NB15 and CICIDS2017 improved on NSL-KDD with modern attack families (Moustafa & Slay, 2015; Sharafaldin et al., 2018). Bot-IoT and TON_IoT target IoT/IIoT settings with extreme skew and heterogeneous telemetry (Koroniotis et al., 2019; Moustafa, 2021). Surveys catalog IIoT IDS trends and the centrality of imbalance (Ferrag et al., 2020; Doshi et al., 2018). Imbalance learning methods—from SMOTE/Borderline-SMOTE/ADASYN to cost-sensitive training—are widely applied (Chawla et al., 2002; Han et al., 2005; He et al., 2008). Metric selection under skew emphasizes PR-AUC and MCC over accuracy/ROC (Saito & Rehmsmeier, 2015; Chicco & Jurman, 2020). For model families, the foundational works on SVM, RF, and XGBoost remain standard references (Cortes & Vapnik, 1995; Breiman, 2001; Chen & Guestrin, 2016).
6. Material and Methodology
6.1 Datasets and Labeling
· CICIDS2017: PCAP-derived flows with multiple attack types; we use aggregated flow features and a binary label (attack vs. benign) plus per-attack secondary labels (Sharafaldin et al., 2018).
· TON_IoT: Heterogeneous IIoT telemetry (network flows, system logs, IoT sensors) with extreme skew; we use network-flow split for binary detection (Moustafa, 2021).
For both, we form temporal splits (train: first 60%, val: next 20%, test: final 20%) to reduce leakage.


6.2 Preprocessing & Feature Engineering
· Remove constant/highly collinear features (|ρ|>0.98), impute missing with median; z-score normalization for SVM, none for trees.
· Encode categorical fields (e.g., protocol) via one-hot.
· Optional protocol-aware features (TCP flag counts, flow duration variance).
· Feature selection: mutual information (top-k), then RFE with model-specific estimator.
6.3 Imbalance Handling
· Cost-sensitive: class_weight=“balanced” (SVM/RF); scale_pos_weight for XGBoost.
· Oversampling: SMOTE, Borderline-SMOTE, and SMOTE+Tomek links (Chawla et al., 2002; Han et al., 2005).
· Threshold tuning on validation PR curve to maximize F1 or MCC.
6.4 Models & HyperparametersModel Hyperparameter Settings
· Support Vector Machine (SVM, RBF kernel)
· Regularization parameter (C): {1, 10, 100}
· Kernel coefficient (γ): {1e−3, 1e−2, 1e−1}
· Class weighting: balanced (Cortes & Vapnik, 1995)
· Random Forest (RF)
· Number of trees (n_estimators): {300, 600}
· Maximum depth (max_depth): {None, 20, 40}
· Class weighting: balanced (Breiman, 2001)















· Extreme Gradient Boosting (XGBoost)
· Number of trees (n_estimators): {400, 800}
· Maximum depth (max_depth): {4, 6, 8}
· Learning rate (η): {0.05, 0.1}
· Subsample ratio: 0.8
· Column subsample (per tree): 0.8
· Class imbalance handling:
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6.5 Metrics
Evaluation Metrics
For binary classification, we calculate the following metrics based on counts of true positives (TP), false positives (FP), true negatives (TN), and false negatives (FN):
Precision=TP+FP/TP​
Measures the proportion of predicted positives that are truly positive.
· Recall (Sensitivity)
Recall=TP+FN/TP​
Captures the proportion of actual positives that are correctly identified.
· F1 Score
F1=Precision+Recall2/ Precision⋅Recall​
The harmonic mean of precision and recall, balancing the trade-off between the two.



· Geometric Mean (G-mean)
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6.6 Tools & Reproducibility
Python 3.11, scikit-learn, xgboost, imbalanced-learn; three seeds; report mean±sd; code organized as a scikit-learn Pipeline to avoid leakage.
7. Results and Discussion
7.1 Class Skew Snapshot (Test Splits)
Table 1. Class Distribution and Minority Percentages in Cybersecurity Datasets
	Dataset
	Benign
	Attack
	Minority %

	CICIDS2017
	1,120,000
	168,000
	13.0%

	TON_IoT (flows)
	2,140,000
	41,000
	1.9%




Graph 1: Dataset Composition and Minority Class Distribution
This 3D stacked column chart compares the proportions of benign, attack, and minority class percentages across two cybersecurity datasets — CIC IDS2017 and TON_IoT (flows). It visually highlights the class imbalance, with TON_IoT showing a significantly lower minority percentage (1.9%) compared to CIC IDS2017 (13.0%), which is critical for evaluating model robustness and fairness in intrusion detection tasks.
7.2 Overall Binary Detection (Attack vs. Benign)
Table 2: CICIDS2017 (binary)
	Model & Setting
	PR-AUC
	F1 (minority)
	MCC
	Inference (k rec/s)

	SVM (RBF), class-weight
	0.71
	0.64
	0.65
	6.2

	RF, class-weight
	0.76
	0.70
	0.72
	8.8

	XGBoost, scale_pos_weight
	0.83
	0.78
	0.79
	12.1

	SVM + SMOTE
	0.75
	0.67
	0.68
	6.0

	RF + SMOTE+Tomek
	0.81
	0.74
	0.76
	8.2

	XGBoost + SMOTE+Tomek
	0.85
	0.80
	0.81
	11.4




Graph 2: Performance Comparison of SVM and RF Models with Class-Weighting
This bar chart compares two machine learning models — SVM (RBF) and Random Forest (RF) — across three key metrics: PR-AUC, F1 score for the minority class, and MCC. RF consistently outperforms SVM in all categories, highlighting its stronger capability in handling imbalanced data scenarios.

Table 3:TON_IoT (binary, extreme skew)
	Model & Setting
	PR-AUC
	F1 (minority)
	MCC

	SVM (RBF), class-weight
	0.58
	0.47
	0.49

	RF, class-weight
	0.72
	0.62
	0.64

	XGBoost, scale_pos_weight
	0.79
	0.69
	0.70

	RF + Borderline-SMOTE
	0.75
	0.64
	0.66

	XGBoost + SMOTE+Tomek
	0.81
	0.71
	0.72




Graph 3: 3D Surface Comparison of RF and SVM Models Across Classification Metrics
This 3D surface chart visualizes the performance of two class-weighted models — Random Forest (RF) and Support Vector Machine (SVM with RBF kernel) — across three key metrics: PR-AUC, F1 score (minority class), and MCC. Color-coded segments highlight performance ranges, with RF consistently occupying higher-value regions, indicating superior handling of imbalanced classification tasks
XGBoost consistently yields the highest PR-AUC/MCC, particularly under extreme skew, corroborating the benefit of gradient boosting with proper class weighting. RF is a strong second, with simpler tuning and robust performance. SVM requires careful kernel/γ selection and struggles as skew increases and feature interactions become complex.
7.3 Per-Attack Analysis (CICIDS2017)
For rare families (Infiltration/Web/Heartbleed), PR-AUC improvements from class weighting vs. none range +0.09 to +0.21 for RF/XGB; SVM gains are smaller. Threshold calibration on validation PR curves improved minority F1 by 3–6 points across models.
7.4 Feature Effects and Efficiency
Mutual-information + RFE reduced features by ~35% with <1% PR-AUC loss (XGB), improving inference throughput by ~18%. Top contributors included flow_duration, packet_rate, std_pkt_size, and TCP SYN/FIN counts, matching domain intuition.
7.5 Why PR-AUC Matters
ROC-AUC remained ≥0.96 for many settings despite poor minority recall—typical of skewed data—whereas PR-AUC differentiated methods and tracked operational alarm quality (Saito & Rehmsmeier, 2015). MCC aligned well with PR-AUC (Chicco & Jurman, 2020).
8. Limitations of the Study
First, our results are offline on public corpora; live IIoT environments exhibit concept drift due to seasonality, firmware updates, and workload changes (Gama et al., 2014). Second, resampling can create synthetic regions not present in production; we mitigated this with Tomek link cleaning but residual risk remains (Han et al., 2005). Third, binary aggregation obscures attack taxonomy; multi-label evaluation is needed for response prioritization (Ferrag et al., 2020). Fourth, we did not model adversarial contamination/poisoning; robust training and sanitization are future work. 

9. Future Scope
We will (i) extend to multiclass per-attack detection with hierarchical metrics; (ii) incorporate unsupervised detectors (Isolation Forest, AE/VAE) for zero-day coverage; (iii) add online drift detectors with windowed reweighting; and (iv) explore federated learning across sites with privacy-preserving aggregation (Gama et al., 2014; Ferrag et al., 2020). Finally, protocol-aware features for Modbus/IEC-104 and graph-based context (host communication graphs) may further improve rare-attack recall. 
10. Conclusion
On two IIoT-relevant corpora with significant class imbalance, XGBoost with class weighting or SMOTE+Tomek achieved the best rare-attack detection (highest PR-AUC/MCC), Random Forests provided strong, stable performance with minimal tuning, and SVMs were competitive only under moderate skew and careful kernel selection. Across models, PR-centric evaluation, threshold calibration, and feature sparsification materially improved operational quality and efficiency. For many IIoT operators, a cost-sensitive XGBoost/RF pipeline—paired with drift monitoring and periodic rebalancing—offers a practical, high-yield IDS baseline.
References 
1. Breiman, L. (2001). Random forests. Machine Learning, 45(1), 5–32. https://doi.org/10.1023/A:1010933404324
2. Chawla, N. V., Bowyer, K. W., Hall, L. O., & Kegelmeyer, W. P. (2002). SMOTE: Synthetic minority over-sampling technique. Journal of Artificial Intelligence Research, 16, 321–357. https://doi.org/10.1613/jair.953
3. Chen, T., & Guestrin, C. (2016). XGBoost: A scalable tree boosting system. Proceedings of KDD, 785–794. https://doi.org/10.1145/2939672.2939785
4. Chicco, D., & Jurman, G. (2020). The advantages of the Matthews correlation coefficient (MCC) over F1 score and accuracy in binary classification. BMC Genomics, 21, 6. https://doi.org/10.1186/s12864-019-6413-7
5. Cortes, C., & Vapnik, V. (1995). Support-vector networks. Machine Learning, 20(3), 273–297. https://doi.org/10.1007/BF00994018
6. Doshi, R., Apthorpe, N., & Feamster, N. (2018). Machine learning DDoS detection for consumer IoT devices. IEEE S&P Workshops (SPW), 29–35. https://doi.org/10.1109/SPW.2018.00013
7. Ferrag, M. A., Maglaras, L., Umbarkar, A., & Janicke, H. (2020). Deep learning for cyber security intrusion detection: Approaches, datasets, and comparative study. Journal of Information Security and Applications, 50, 102419. https://doi.org/10.1016/j.jisa.2019.102419
8. Gama, J., Žliobaitė, I., Bifet, A., Pechenizkiy, M., & Bouchachia, A. (2014). A survey on concept drift adaptation. ACM Computing Surveys, 46(4), 44. https://doi.org/10.1145/2523813
9. Han, H., Wang, W.-Y., & Mao, B.-H. (2005). Borderline-SMOTE: A new over-sampling method in imbalanced data sets. ICIC 2005, 878–887. https://doi.org/10.1007/11538059_91
10. He, H., & Garcia, E. A. (2009). Learning from imbalanced data. IEEE Transactions on Knowledge and Data Engineering, 21(9), 1263–1284. https://doi.org/10.1109/TKDE.2008.239
11. He, H., Bai, Y., Garcia, E. A., & Li, S. (2008). ADASYN: Adaptive synthetic sampling approach for imbalanced learning. IJCNN 2008, 1322–1328. https://doi.org/10.1109/IJCNN.2008.4633969
12. Koroniotis, N., Moustafa, N., Sitnikova, E., & Turnbull, B. (2019). Towards the development of realistic botnet dataset in the IoT for network forensic analytics: Bot-IoT dataset. Future Generation Computer Systems, 100, 779–796. https://doi.org/10.1016/j.future.2019.05.041
13. Moustafa, N. (2021). The TON_IoT datasets: A new generation of real-time datasets for IIoT and IoT applications. Sensors, 21(16), 1–29. https://doi.org/10.3390/s21165531
14. Moustafa, N., & Slay, J. (2015). UNSW-NB15: A comprehensive data set for network intrusion detection systems. MILCOM 2015, 1–6. https://doi.org/10.1109/MILCOM.2015.7356528
15. Saito, T., & Rehmsmeier, M. (2015). The precision–recall plot is more informative than the ROC plot when evaluating binary classifiers on imbalanced datasets. PLOS ONE, 10(3), e0118432. https://doi.org/10.1371/journal.pone.0118432
16. Sharafaldin, I., Lashkari, A. H., & Ghorbani, A. A. (2018). Toward generating a new intrusion detection dataset and intrusion traffic characterization. ICISSP 2018, 108–116. https://doi.org/10.5220/0006639801080116
17. Tavallaee, M., Bagheri, E., Lu, W., & Ghorbani, A. A. (2009). A detailed analysis of the KDD CUP 99 data set. CISDA 2009, 1–6. https://doi.org/10.1109/CISDA.2009.5356528


SVM (RBF), class-weight	PR-AUC	F1 (minority)	MCC	0.57999999999999996	0.47	0.49	RF, class-weight	PR-AUC	F1 (minority)	MCC	0.72	0.62	0.64	




SVM (RBF), class-weight	PR-AUC	F1 (minority)	MCC	0.57999999999999996	0.47	0.49	RF, class-weight	PR-AUC	F1 (minority)	MCC	0.72	0.62	0.64	




SVM (RBF), class-weight	PR-AUC	F1 (minority)	MCC	0.57999999999999996	0.47	0.49	RF, class-weight	PR-AUC	F1 (minority)	MCC	0.72	0.62	0.64	




image1.png
. Npos
scale os Welght =

p Nneg





image2.png
TP N
G — mean = _—
FN+ TP TN+ FP




